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Abstract— The high prevalence of email worms indicates
that current in-network defence mechanisms are incapable of
mitigating this Internet threat. Moreover, commonly applied
approaches against this class of propagating malicious program
do not target reducing unwanted email traffic traversing the
Internet. In this paper, we take a step toward better understand-
ing of email worms, and explore their effect on the flow-level
characteristics of Domain Name System (DNS) query streams
that user machines generate. We propose a novel method, which
uses time series analysis and unsupervised learning, to detect
email worms as they appear on local name servers. To evaluate
our detection method, we have constructed a DNS query dataset
that consists of 71 email worms. We demonstrate that our
method is very effective.

I. INTRODUCTION

Internet worms are today one of the main operational
security challenges as worm outbreaks are associated with
immense monetary loss. In this paper, we use the concept
worm to cover every malicious program that propagates over a
computer network independent of whether human interaction
is required (virus) or not (worm). Based on their propagation
method, worms are distinguished into scanning (exploit-based)
and topological [1]. Scanning worms exploit a vulnerability
to infect a user machine, and then spread over addresses they
select from the IP address space. Topological worms rely
mainly on social engineering to infect a user machine, and
use information they harvest from the machine to propagate
among social contacts. Social engineering is a non-technical
kind of intrusion heavily dependent on human interaction,
which involves victimising users to break normal security
procedures. Braverman [2] provides evidence that the three
most common social networks in which topological worms
spread in are, in order of decreasing prevalence: email, peer-
to-peer and live chat networks.

Scanning worms appear today only rarely in the wild,
allowing researchers to study and deal with them. By contrast,
email worms remain an ever-evolving security threat for
network operators and end users. Email worms populate
almost exclusively the monthly top threat lists of all antivirus
companies [3], [4], because they are the dominant way
to deliver Trojans, spyware, and phishing attempts [5]. In
addition, unsolicited email traffic on the Internet oscillates
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above 80% [6], causes network congestion, and results in
loss of service or degradation in the performance of network
resources [7]. This is mainly because email is an extremely
cheap mass medium, and because email worm propagation
relies on humans rather than on finding new vulnerabilities.
Additionally, email-based propagation differs significantly
from IP address scanning. Therefore, worm detection methods
that look for high rates at which unique destination addresses
are contacted [8], for high numbers of failed connections [9],
or for high self-similarity of packet contents [10] are less
effective against email worms. Moreover, commonly applied
approaches against email worms such as email server filtering,
antivirus and antispam software, and honeypot-based systems
detect abusive email traffic in the network of the potential
victim. Consequently, irrespective of their detection efficiency,
they do not target reducing the amount of unwanted email
traffic on the Internet, which is a serious operational concern.

In the past, much research effort has been devoted to
analysing the traffic that email worm-infected user machines
generate [11]-[16]. These studies share the view that once a
user machine gets infected its Domain Name System (DNS)
traffic characteristics at the application layer change. Despite
their positive contribution of revealing such a correlation
between email worm infection and DNS traffic, these studies
have only modestly contributed to developing deployable
mitigation mechanisms against email worms. Their main
limitation is that they focus on straightforward application-
layer detection suitable for detecting a few email worms,
rather than on identifying DNS traffic characteristics of
email worm-infected machines, which are common for email
spreading malicious software, and as such can serve as a
strong basis for detecting various worms in the long run.

In this work, we argue that at the flow level there is still
enough information to accurately detect various email worms.
We show that the flow-level characteristics of DNS query
streams of non-infected user machines share many of the same
canonical behaviours, whereas email worms rely on spreading
methods generating DNS traffic that shares different common
patterns. By experimenting with a large number of email
worms that appeared in the wild, we demonstrate that these
characteristics remain unaltered in the long run. Based on
this result, we present a novel detection method that involves
time series analysis and unsupervised learning, and uses the
wavelet transform in a different way than is often proposed
in the literature of Internet traffic analysis. Our experiments
show that detection of various email worms at the name server
is possible with high accuracy.

Our approach offers several advantages over earlier meth-



ods. Inspecting packets at flow level does not involve deep
packet analysis. Thereby, it ensures user privacy, renders
our method unaffected by encryption and effective against
polymorphic worms, and keeps its processing overhead
low, which is a strong requirement for busy, high speed
networks. Moreover, DNS query streams carry significantly
less data than the input of conventional network intrusion
detection systems (NIDS). This is advantageous because high
volumes of input data degrade the effectiveness of NIDS
[17]. Furthermore, we argue that the local name server is
an ideal network point for email worm detection. This is
because the efficiency and deployment ease of a detection
system increases as the topological proximity between the
system and the user machines decreases, and name servers are
the first link in the chain of Internet connectivity. Moreover,
detection at the name server, which is topologically near
the infected machine, can contribute to reducing unwanted
traffic on the Internet. Additionally, we concentrate on traffic
characteristics that we show remain unaltered in the long run,
which makes our method suitable for detecting new unseen
email worms. Finally, we use unsupervised learning, which
eliminates the need for a set of classified data to train the
detection system, which are only rarely readily available.

The remainder of this paper is organised as follows. In
Section II, we discuss related work. In Section III, we explain
our method for detecting email worms by means of flow-level
analysis of DNS query streams. In Section IV, we validate our
approach by thoroughly examining its detection capabilities
over various email worms. In Section V, we discuss methods
an email worm writer could employ to evade our detection
method and anticipate their efficacy. We state our conclusions
and discuss plans for future work in Section VI.

II. RELATED WORK

In previously published work, it has been demonstrated
that most of the Internet operational security issues directly
or indirectly involve DNS traffic. Using Ganger’s observation,
Whyte et al. [18] and Wong et al. [19] detect scanning worms
by analysing DNS traffic. Gagner et al. [20] first argued that
the non-existence of DNS queries before a connection attempt
is a telltale sign for scanning activity. Ishibashi et al. [21]
reports on the impact of flooding attacks against Web servers
on the DNS traffic of an ISP caching name server. Paxson
[22] discusses how reflection attacks affect DNS traffic. Based
on Paxson’s analysis, Lan et al. [23] experiments with ping
reflection attacks, and measures DNS latency increases of up
to 230%. In the rest of this section, we concentrate solely
on email worms, and refer the interested reader to [24] for a
thorough survey of this topic.

Much effort has been devoted to studying the effect of
email worms on DNS traffic [11]-[16]. Wong et al. [11]
analyses the DNS traffic captured at the caching name server
of a campus network during the outbreaks of Sobig.F and
Mydoom.A. Musashi et al. [12] presents a complementary
analysis for the same worms; the authors extend their scope
by studying Netsky.C in [13], Netsky.Q and Mydoom.S in
[14]. Whyte et al. [15] focuses on enterprise networks, and

measures DNS activity of Netsky.Q over ten minute periods.
The detection methods paired with the analyses presented
in [12]-[15] are straightforward and focus on volume-based
detection exploiting information at the application layer. They
suggest that many queries for Mail eXchange (MX) resource
records (RR), or the relative numbers of queries for pointer
(PTR) RR, MX and address (A) RR from a machine indicate
that the machine is infected. Although this holds for detecting
a few specific — in most cases, outdated — worms studied in
each paper, it cannot be generalised for a wide number of
email worms. We show later that the naive assumption that
a user machine sending many DNS queries is infected does
not generally hold. Furthermore, as with any other volume-
based method, these methods need a predefined threshold to
determine whether a machine is infected or not. Ishibashi et
al. [16] proposes to detect infected user machines by Bayesian
inference based on a priori knowledge of worm signature
DNS queries; however, if such knowledge were apparent, it
would allow straightforward detection. Finally, two common
deficiencies of the above discussed methods are that they
overlook that DNS queries carry sensitive user information;
and that they are not suitable for high speed network environ-
ments because of the high processing overhead they introduce
by analysing packet payloads.

Although much research focuses on analysing Denial of
Service (DoS) attack traffic (e.g., [25]) using wavelets, only a
handful of papers appear that apply the wavelet transform to
Internet worm traffic [26], [27]. Inspired by the methodology
used to detect DoS attacks, these papers concentrate on
studying the self-similarity of scanning worm traffic. Chong et
al. [26] uses the Hurst self-similarity parameter to investigate
whether requests of worms that attack Web servers are self-
similar. Dainotti et al. [27] looks for repeating packet-level
behaviours of Witty and Slammer. In this paper, we see DNS
query streams from various user machines as independent
time series, and use wavelets as a dimensionality reduction
tool rather than a tool for searching self-similar patterns on
a single signal. In a preceding publication [28], we reported
on some preliminary results.

III. PROPOSED APPROACH
A. Problem Statement

As users become more aware about the threat of email
worms, and the sophistication of worm defence mechanisms
increases, worm writers become progressively concerned
about the infection rate of their worms. Therefore, to ensure
that their worms will reach epidemic levels, they equip them
with aggressive (victim) harvesting methods to compile target
lists with many email addresses. Recent worms are capable of
harvesting email addresses from the email address book and
files with predefined extensions, come armed with specialised
Web crawlers, which automatically browse Web pages visited
by the user looking for email addresses; and have lists
of commonly used names e.g., admin@ and well-known
domains e.g., @gmail to send out emails indiscriminately to
any combination of domain and user name they find on the
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Fig. 1. Non-infected user machines can generate DNS query spikes similar
to those of email worm-infected machines or generate DNS queries with
higher rates than non-infected machines. Therefore, DNS traffic volume
provides no reliable basis for email worm detection.

infected machine. Furthermore, worms repeat harvesting and
email sending according to some prearranged pattern or when
triggered by a system event e.g., each time the machine
is started up. Moreover, many email worms spread over
secondary communication channels offered by applications
that contain rich social information.

To avoid the ever-improving filtering on outgoing email
servers most of the worms have a built-in email engine.
However, to compile the target list, find the recipient’s email
server to spread, and propagate in secondary communication
channels the worms rely on querying the local name server.
Intuitively, this results in a sudden increase in the DNS query
rate of the user machine, and in unexpectedly large DNS
query spikes, where spikes correspond to extremely large
values of momentary throughput. This implies that setting
volume thresholds for the mean number of queries or the
maximum number of queries can be sufficient to distinguish
among non-infected and infected user machines. However,
we show two counter-examples in Fig. 1. Namely, non-
infected hosts can have a greater mean number of queries than
infected, or can generate DNS query spikes similar to those
of infected machines. This highlights the need to develop
more sophisticated detection methods.

Our proposed method is based on similarity search over
time series using wavelets. Given the time series representa-
tion, we show that user machines’ DNS activity falls into two
canonical profiles: legitimate user behaviour, and infected by
email worm behaviour. The basic idea is that instances of
a single worm (or even of various worms) exhibit similar
behaviour when they attempt to spread from machine to
machine. This is because email worms only contain a certain
number of modules that they use to harvest and propagate.
Even when different modules are at hand, they are limited in
number. Therefore, it is justified to assume that there will be
similarities in their DNS communication patterns. Based on
this principle, we show that the DNS query streams generated
by various non-infected user machines share many of the
same canonical behaviours. Likewise, email worms rely on
similar spreading methods generating query streams that share
common patterns, so even new email worms will have DNS
related behaviours similar to existing worms. We show that
these two behaviours can be reliably distinguished, which
implies that email worm activity can be accurately detected
at the name servers.

Our method processes DNS queries in batches, which
means that at regular intervals it groups together sets of

DNS queries from a user machine to determine whether it
is infected. Moreover, when implemented in the statistical
software package R, its processing time is in the order of
milliseconds on a typical computer (Pentium 4 3GHz 1024Mb
RAM).

B. Data Preparation

As input, our method uses the set of DNS queries that a
local name server received within an observation interval 7.
Each query consists of the time when the server received the
query, the IP address of the requesting host and the requested
data. We group queries per requesting host, and since we are
not interested in application-layer information, we retain only
the time of the query and the IP address of the requesting
host. For each host we consider p successive time bins of
equal width and for each bin we count the queries. With
this process, we get a set of univariate time series, where
each one of them expresses the number of DNS queries of a
host through time. The set of time series can be expressed
as an n X p time series matrix; n is the number of hosts that
queried the name server at least once within 7'.

Each time series with p time points can be seen as a point
in the p—dimensional space. This allows us to use multivariate
data mining algorithms directly to explore time series data.
However, most data mining algorithms, and in particular,
most classic clustering algorithms, do not work well for time
series. Working with each and every time point makes the
significance of distance metrics, which are used to measure
the similarity between objects, questionable [29]. That implies
that finding meaningful groups is substantially more complex
and non-obvious because clustering loses its algorithmic
effectiveness as the dimensionality of data increases. To
attack this problem, numerous time series representations
exist that facilitate extracting a compressed low-dimensional
representation of the time series (i.e., a feature vector), which
serves as input to the data mining algorithms.

C. Time Series Similarity Search

The choice of representation is strongly influenced by the
data mining task and the similarity objective. Two types
of similarity are discussed in the literature of time series:
shape-based similarity and structural similarity. Shape-based
similarity uses the original raw data to find homomorphic
sequences, whereas structural similarity describes similarity
in the autocorrelation structure [30]. In this paper, we are
interested in similarity in shape to find similar query streams.

Although many representations have been proposed for
comparing time series in terms of shape, only a few of them
are suitable for our framework. Clustering feature vectors
rather than the original time series could potentially introduce
false dismissals. False dismissals occur when feature vectors
of similar time series appear distant in the feature vector space.
In our framework, using a representation that guarantees no
false dismissals is a crucial requirement.

Faloutsos et al. [31] introduced the GEneric Multimedia
INdexIng method (GEMINI), which dictates what conditions
a representation should meet to be suitable for similarity



search that introduces no false dismissals. GEMINI is a three-
step procedure. Firstly, a distance metric d;s in the time
series space has to be defined. Then, the time series data
are transformed and compressed to get the feature vectors.
Working with the feature vectors rather than the original time
series guarantees no false dismissals, if a distance measure
ds, on the feature vectors can be defined that obeys:

dfv(f(tsi),f(tsj)) S dts(tSi,tSj) (1)

ts;,ts; are time series and f() the low-dimensional repre-
sentation extraction function. This lemma is known as the
lower bounding lemma. The original work in [31] uses the
Discrete Fourier Transform (DFT) of the original time series,
but subsequent work demonstrated that other representations
satisfy Eq. 1. [30] gives a complete review of the time series
representations, highlighting the small subset of real-valued
representations that satisfies Eq. 1.

D. Wavelet Transform & Data Compression

We use the Discrete Wavelet Transform (DWT), which
approximates a time series by a superposition of basis
functions. These basis functions are produced by dilations
and translations of a wavelet basis function. The DWT
representation 1is intrinsically multi-resolution and allows
simultaneous time and frequency analysis, as it transforms a
time series into coefficients that are localised in time. That
allows it to track changes in the characteristics of a time
series at a particular scale as a function of time. Furthermore,
for time series typically found in practice, many of the
coefficients are either zero or very small, which allows for
efficient compression. Apart from the general advantages of
the DWT, two more factors motivate its use. First, the DWT
is applicable for analysing non-stationary signals, i.e., signals
whose frequency content changes in time; and second, it
performs well in compressing sparse spike time series.

We apply the DWT independently to each time series of
our time series matrix using Mallat’s pyramid algorithm — a
basic method available in any statistical software. The Mallat
algorithm decomposes a p—length — with p a power-of-two —
time series to p wavelet coefficients in logap decomposition
levels, where each level corresponds to a frequency band.
Therefore, after applying the DWT on each line of the time
series matrix we get a n X p wavelet coefficient matrix.

To reduce the dimensionality of the wavelet coefficient
matrix, we apply a compression technique, which selects a
small subset of the wavelet coefficients that provide high
discriminatory power between time series and good cluster-
ing. For compression purposes, the wavelet coefficients are
often normalised, which means that the coefficients at lower
resolutions are weighted more heavily than the coefficients
at higher resolutions. Retaining the k largest coefficients in
terms of absolute normalised value gives for a given budget
of coefficients k the optimal wavelet representation in terms
of sum squared error [32]. Another well established technique
suggests retaining the first & coefficients, which describe the
low-frequency features of the time series. Morchen [33] com-
pares these two techniques, which are applied independently

to each time series, with two techniques applicable to a set
of n time series. These techniques are applied directly to the
wavelet coefficient matrix. The first retains the k columns of
the matrix that have the largest mean element-wise squared
value; whereas the second for a given k the n x k largest
coefficients of the wavelet coefficient matrix.

Retaining the first & wavelet coefficients or the k& columns
of the wavelet coefficient matrix that have the largest mean
element-wise squared value produce a n x k feature vector
matrix, with k& << p. Whereas the other two compression
techniques produce a n x p feature vector matrix, with n x
k non-zero elements. In practice, we use one compression
technique; however, in Section IV, we assess how all four
compression techniques perform.

E. Hierarchical Clustering & Stopping Rules

In this work, we cluster the rows of the feature vector matrix
to infer both the number and nature of distinct underlying
populations. The number indicates how many distinct DNS
activity classes exist in the examined DNS query streams.
Our goal can be mathematically expressed as proving that the
best clustering divides the feature vectors into two clusters.
Regarding the nature of those DNS activity classes, given the
two-cluster scheme, we show that one cluster contains only
feature vectors of non-infected user machines and the other
feature vectors of email worm-infected machines.

Since the best number of clusters is part of the problem,
it cannot be defined a priori; therefore, we use hierarchical
clustering. We employ as dissimilarity measure the Euclidean
distance, since it has been found to produce comparable
results to more sophisticated distance functions [34], and it
lower bounds the Euclidean distance between the original time
series [35]. Hierarchical clustering methods are categorised
into agglomerative and divisive. An advantage of the divisive
over the agglomerative clustering occurs when the interest is
in searching for large clusters or a small number of clusters
[36]. In this work, we expect that the DNS query streams
of worm-infected machines can be easily separated from the
set of query streams generated by legitimate user activity.
This implies that we search for a small number of clusters;
therefore, we use the divisive scheme.

The divisive algorithms are robust to variations of cluster
size and shape; thus, they produce relatively good results.
However, their most commonly cited disadvantage is that
they must first consider all divisions of the entire dataset into
two non-empty clusters. There are 2("~1) — 1 = O(2") pos-
sibilities of dividing n observations in two clusters, which is
intractable for many practical datasets. However, the DIvisive
ANAlysis (DIANA) [37] is of O(n?) time complexity instead
of O(2"™), because it uses the MacNaughton-Smith splitting
heuristic to limit the number of possible partitions that must be
examined. Although DIANA scales poorly with the number
of observations, we use it because it is the only divisive
method generally available, it is the most commonly used
divisive clustering method, and in our framework it achieves
clustering in computing time in the order of milliseconds.



Hierarchical clustering algorithms require a decision regard-
ing the level that best satisfies or reproduces the underlying
populations. Criteria that are used to select the hierarchical
level on which to base inferences concerning true population
differences have been characterised as stopping rules. Stop-
ping rules assess for a given hierarchical clustering algorithm
the clustering structure produced in each hierarchical level
by comparing it to the clustering structures that are produced
in every other level. Although significant effort has been
devoted to assess stopping rules, little in the way of general
gold standards exist that are suitable for revealing the optimal
number of underlying populations over datasets from diverse
fields. Therefore, we use four widely used stopping rules: the
Connectivity [38], the Dunn [39], the Silhouette [37] and the
Davies-Bouldin [40] indices.

IV. EXPERIMENTAL EVALUATION

Our experimental evaluation involves three steps. First, we
validate our hypothesis that DNS query streams fall into two
canonical profiles. Second, we examine the two profiles, and
show that one corresponds to non-infected user machines and
the other to machines infected by various email worms. In
this step, we assess the overall accuracy of our method to
detect various email worms. Third, we evaluate the accuracy
of our method to detect each email worm independently.

A. Datasets and Parameters

Rather than launching worms in the real network, we set
up an isolated computer cluster. In the cluster, we launch
71 out of a total of 164 email worms, which were reported
between April 2004 and July 2007 in the monthly updated
top threat lists of Virus Radar [3] and Viruslist [4]. To ensure
typical worm behaviour in the cluster, we have copied the file
system of a user machine in our research institute’s network
to the isolated computers. Additionally, we have set up an
email server, which is configured as administrator for a set
of domains, but never forwards emails to end users. We
direct to this server all the email traffic of the worm-infected
machines. By reverse code engineering a subset of the worms,
we found that no functionality depends on the portion of worm
emails successfully delivered to the remote email servers or
the number of DNS queries resolved. This implies that the
worms run in our isolated environment as if they were in a
real network. We record over a period of eight hours the DNS
packets of infected machines to create — to the best of our
knowledge — the largest and most complete email worm DNS
dataset that has been used to date to evaluate an in-network
email worm detection method.

Because our isolated computer cluster has no real users,
we merge the email worm DNS query streams with legitimate
DNS traffic captured at the primary name server of our
research institute, which serves daily between 350 and 500
users. We use three different DNS log file fragments collected
on 27 through 28 March 2006, 30 September through 2
October 2006 and on 29 through 31 January 2007. We use
15-second time bins, and make from the email worm, and
from the legitimate user DNS query streams, time series with
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Fig. 2. For every legitimate users’ time series matrix and every worm, we
select randomly the number of infected user machines, which machines get
infected; and at which time bins. Thereby, we produce a time series matrix
that contains legitimate and infectious DNS activity. We decompose the time
series to get the wavelet coefficient matrix, which we compress to get the
feature vector matrix that we cluster with DIANA.
length 256. We present here experiments using ten one-hour
(i.e., 256 x 15sec ~ lhour) datasets that capture the DNS
traffic the user machines generate at different times of day.
To validate our hypothesis (Section IV.B) and to show that
our method detects accurately various email worms (Section
IV.C), we assume that only one user machine is infected each
time by a different email worm. However, once this is done,
to assess the detection efficacy of our method in detecting
individually each email worm (Section IV.D), we experiment
with arbitrary numbers of infected machines being infected
at random times within a detection cycle. Therefore, for this
experiment, we use, for each legitimate users’ time series
matrix, three times the random number generator by Haahr
[41] to define how many machines get infected within the
one-hour observation interval, which are these machines, and
at which time bin the infection of each machine occurs. The
number of infected machines and the the time bins at which
the machines get infected are in [1,3X%] and [1, 8:255250],
respectively; n is the number of user machines. Furthermore, it
is assumed that all the user machines have the same probability
of getting infected. To obtain a sufficient statistical sample,
this procedure is repeated 100 times. In all the experiments,
which are presented hereafter, we decompose the time series
in the time series matrix using DWT in log2256 = 8 levels
to compute the wavelet coefficients matrix, which we then,
compress using the four compression techniques, and we test
different values of k —i.e., 4, 8, 16 and 32. We repeat the
experiments 71 times, one for each worm. The experimental
procedure is illustrated in Fig. 2.

B. Hypothesis Validation

To validate our hypothesis that DNS query streams of user
machines fall into two canonical profiles, we examine for
each email worm the results of the hierarchical clustering
using the various stopping rules. Using each stopping rule,
we define between two and ten clusters, and determine which
is the optimal clustering of the feature vector matrix.

In Table I we show per stopping rule, value k£ and
compression technique the mean value (over the ten datasets)
and the standard deviation of the percentage of email worms
for which the stopping rules indicate that the two-cluster
scheme is the best clustering. In the table FC, LC, BKC, and
BCO refer to retaining the first k£ coefficients, the largest k
coefficients, the £ columns of the wavelet coefficient matrix



TABLE I
THE MEAN (1) AND STANDARD DEVIATION (o) OVER THE TEN DATASETS
OF THE % OF THE EMAIL WORMS FOR WHICH THE STOPPING RULES
CONNECTIVITY (C.), DUNN (D.), SILHOUETTE (S.), AND
DAVIES-BOULDIN(DB) INDICATE THAT ONLY TWO DISTINCT
UNDERLYING POPULATIONS EXIST IN THE FEATURE VECTOR MATRIX FOR
THE FOUR COMPRESSION TECHNIQUES. ALL THE RULES REVEAL A
CLEAR DOMINANCE OF THE TWO-CLUSTER SCHEME.
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that have the largest mean square values, and the largest n x k
coefficients of the wavelet coefficient matrix, respectively. For
instance, the 100 value in the first top left cell of the table is to
be interpreted as follows: Connectivity reveals that on average
over the datasets the two-cluster scheme is the best clustering
for all — i.e., 100% — the email worms examined, when the
first four coefficients per time series are retained. In Table I,
we show that all four stopping rules reveal a clear dominance
of the two-cluster scheme over any other clustering result.
This implies that the indices uncover that only two distinct
underlying populations exist in the feature vector matrix. In
particular, retaining the largest n x k coefficients outperforms
the other compression techniques because for every k all the
rules indicate that in average for more than 97% of the email
worms exact two canonical profiles exist. Therefore, hereafter,
we concentrate solely on this compression technique.

C. Overall Email Worm Detection

The next step is to examine these two distinct underlying
populations to test whether they correspond to non-infected
and email worm-infected DNS query streams. We examine
the members of the two clusters, and find that one cluster is
densely populated, and the other is sparsely-populated. Since
we are dealing with unlabelled data, it is necessary to find a
way to determine which cluster contains data that represent
legitimate activity and which contains email worm feature
vectors. To do this, we uncover an assumption that intrinsically
holds for every anomaly detection system. Namely, that the
normal instances account for an overwhelmingly large portion
of the dataset in relation to anomalous instances. Thereby,
our method detects an email worm, when its feature vector
belongs to the sparsely-populated cluster.

We use the false negative and false positive rates to assess
our method. In this context, false negative and false positive
rates refer to detecting various email worms rather in detecting
individually each email worm, which we present later. There-
fore, false negatives occur when our method fails to detect
some of the 71 email worms, whereas false positives occur
when non-infected user activity is identified as suspicious.
Fig. 3 (upper plots) depicts that our method exhibits false
positive and false negative rates that remain under 1% and
6%, respectively, for every dataset and value k. This implies
that it detects various email worms with remarkable accuracy

FNR - Largest n x k Coef.

FPR - Largest n x k Coef.

Dataset

Dataset
FNR - Vol./Self.-Sim

FPR - Vol./Self.-Sim
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Time of Day:  00:00 - 08:00 08:00 - 16:00
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Fig. 3. False positive (FPR) and false negative (FNR) rates for detecting
various email worms over various datasets (upper plots), and comparison of
our method with methods that look solely at volume or self-similarity of DNS
traffic (lower plots). Our method outperforms these methods, and exhibits
false positive and false negative rates less than 1% and 6%, respectively, for
every dataset and value k.

and negligible false positive rate.

In addition, in Fig. 3 (lower plots) we compare our method
with the two volume threshold based methods briefly de-
scribed in Section III and a method that looks at the self-
similarity of the time series using the Hurst parameter /. The
first method suggests that a user machine is infected if the
mean number of queries is higher than a given threshold. We
consider as email worm-infected the user machine generating
the maximum mean number of queries. In the figure, we
refer to this method as MaxRate. We opt to consider this
method because two common misconceptions often appear
in the literature. It is widely believed that email worms have
higher DNS traffic rates than non-infected, and furthermore,
that wavelet analysis simply covers up this fact. However, as
Fig. 3 indicates, none of the above generally holds for every
email worm. The second volume threshold based method,
denoted by MaxValue, detects as email worm-infected the
user machine that generates the maximum number of queries
measured in a 15-second time bin. The third method is
inspired by the results in [26] that show that the attack
pattern of scanning worms is self-similar. It suggests that the
email worm-infected machine generates DNS traffic that has
the highest degree of self-similarity. To measure the degree
of self-similarity we estimate the parameter H using the
non-parametric estimator presented in [42], which is fast,
and robust in the presence of non-stationarities. Given the
problematic nature of accurately estimating H [43], to make
the conclusion we draw here clearer, we consider a second
case, where successful detection is achieved if the infected
user machine is a member of the set of user machines that
have the highest 3% degrees of self-similarity; in the figure,
we refer to these methods as HurstMax and Hurst3%Max,
respectively. The figure illustrates that our method is capable
of detecting more email worms than any of these methods.
Intuitively, this highlights that comparing traffic signals in
terms of shape-based similarity captures more information on
the signal structure than methods that look solely at the mean
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Fig. 4. Mean over the 100 iterations false negative and false positive rates
independently for each email worm against ten datasets, when we retain the
largest n X k coefficients. For every email worm at least one instance is
detected, and the false positive rate is negligible.

number of queries, or at large spikes or at the self-similarity
degree; and as such it constitutes a very promising method
for intrusion detection.

D. Independent Email Worm Detection

Up to this point we focused on the overall detection over
various email worms. In what follows, we attempt a closer
look at the detection of each worm. In the interest of space,
we present here only results with £ = 8. Moreover, in this
section the notions of false positive and false negative rates are
different to those considered so far. Hereafter, false negatives
occur when a specific email worm instance is not detected,
and false positives when non-infected user machines are
misclassified as email worm-infected.

In Fig. 4, we give the mean over 100 iterations for false
positive and false negative rates of our method per worm. As
said above, in each iteration the number of infected nodes,
which nodes get infected, and at which time bin the infection
takes place are randomly chosen. The figure shows that our
method exhibits mean false positive rate less than 1% for
every worm and dataset, which implies that the number of
non-infected user machines that our method misclassified as
infected is negligible. The mean false negative rate figure
shows that our method detects at least one instance of every
email worm, and that for more than 75% of all email worms
the false negative rate is less than 5%.

V. EVASION OF PROPOSED METHOD

The malware prevalence table by Virus Bulletin [44] reveals
that the most prevalent worms are rewrites of older variants,
which have overlapping functionality with their ancestors, and
thus generate similar DNS traffic. Although we have tested
our method against various worms that appeared recently
in the wild, and anticipate that the aforementioned trend
is unlikely to change, in this section we go a step beyond.
We assume that worm writers are aware of our method, we
foresee some approaches that they might take for evading
detection, and anticipate their effectiveness.

Worm writers might try to evade detection with minimal
changes such as avoiding querying the local name server, or
sending out infected emails using the email client installed on
the user machine. For the former a possible defence mecha-
nism is to filter out at the network gateway all outgoing DNS
traffic from non-name servers. The latter is highly unlikely to
(re-)appear in future worms because worm writers originally
equipped email worms with an email engine to bypass the
ever-evolving detection mechanisms at the outgoing email
servers because email worm propagation is observable on
email servers [11], [15]. Another technique worm writers
might employ to evade our method is to query the local name
server at lower rates. However, as we have shown in Section
IV.C by comparing our method to MaxRate, our method
does not rely solely on the rate with which a user machine
generates DNS queries; therefore, varying the DNS query
rate cannot directly affect its detection efficacy.

More sophisticated worm writers might change their code
to mimic either the behaviour of a legitimate email user e.g.,
send abusive emails to a subset of the email addresses found
on the infected machine or send emails at a slower rate,
or try to learn and mimic the typical DNS user behaviour.
Programming a worm that behaves this way is a difficult
and demanding task. If a mathematical model could be
found for email worm propagation, then perhaps a worm
writer could use it to alter a worm’s behaviour; however,
[45] suggests that creating such a model is - so far - an
insuperable challenge. However, even if the propagation of
email worms had been modelled, we question whether an
email worm that behaves like a normal email user or exhibits
typical user behaviour in generating DNS queries can avoid
premature death and reach epidemic levels. The evolution
of email worms uncovers that worm writers are increasingly
concerned about the propagation rate of their worms in their
early spreading phase because the behaviour of worms in
that phase is critical to their survival [45]. Therefore, they
constantly add more functionality, e.g., worms do not limit
their search for potential victims in the address book but
rather use aggressive harvesting techniques. Intuitively, adding
such functionality, which is a trend likely to continue as
user awareness increases and detection mechanisms evolve,
results in email worm-infected user machine behaviour that
increasingly deviates from the normal user behaviour.

VI. CONCLUSION AND FUTURE WORK

Email worms and the spam associated with them remain
one of the main operational security issues, causing serious
monetary loss. In this work, we showed that the flow-level
characteristics of the DNS query streams of non-infected
user machines share many of the same canonical behaviours,
whereas most email worms rely on similar spreading methods,
generating DNS traffic that shares common patterns. We then
presented a method that builds on unsupervised learning and
time series analysis, and uses the wavelet transform to detect
email worm activity in the sender’s rather than in the receiver’s
domain. Our experimental results indicate that our method is
suitable for producing reliable behavioural knowledge, which



is a necessary step in taking automatic tailored corrective
actions.

Future work calls for studying how our method performs
over DNS query data from other networking environments,
and if instead of wavelets other (more recent) time series
representations are used. Moreover, we are interested in
studying countermeasures that can be actively applied, once
an email worm-infected machine is detected, to thwart the
attack, such as rate limiting DNS responses to the infected
user machine.
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